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ABSTRACT

This paper describes DOLPHIN, a fully group aware
application designed to provide computer support for
different types of meetings: face–to–face meetings with
a large interactive electronic whiteboard with or
without  networked computers provided to the
participants, extensions of these meetings with remote
participants at their desktop computers connected via
computer and audio/video networks and/ or participants
in a second meeting room also provided with an
electronic whiteboard and networked computers.
DOLPHIN supports the creation and manipulation of
informal structures (e.g. free hand drawings,
handwritten scribbles) as well as formal structures (e.g.
hypermedia documents with typed nodes and links) and
their coexistence  and transformation.

KEYWORDS: electronic meeting rooms, document–
based cooperation, shared workspaces, collaborative
writing/drawing, brainstorming, planning, hypermedia,
pen–based interaction, interactive whiteboards

1   INTRODUCTION
Cooperation of people can take various forms and a
number of classification schemes have been proposed
to capture the different conditions and situations [5] [9].
Two obvious and prominent dimensions of cooperation
are time (same, different) and place (same, different)
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which are used to categorize possible situations. Other
dimensions are size of group, type of work, domain of
tasks, etc. Although this variety is acknowledged by
the majority, most systems are addressing only one or
two combinations of these dimensions and consider
them as a more or less fixed and static situations, e.g.
synchronous shared drawing of two people in different
locations. This restriction is a real deficit,  especially
when it comes to real life situations. Building on
previous work and experiences with our cooperative
hypermedia system SEPIA [12] [27], which supports
synchronous and asynchronous collaboration of a group
of physically distributed authors, we came to the
conclusion that we have to include and integrate
support for face–to–face meeetings. As we have pointed
out in more detail in [26[, comprehensive real-life
situations consist of a combination of cooperation
situations as represented in the (time x place)-matrix.
Since transitions between these situations are an
integral part of the overall activity, we have argued in
[26] for "situation-aware" CSCW-systems. Our
approach stresses therefore the fact that there is a range
of collaboration situations which depend on each other
and exist even partially in parallel. The development of
the system presented in this paper is based on evidence
from observations of comprehensive real-life
applications, practical experience, and theoretical
considerations. For a discussion of existing systems
and a comparison with our approach see section 6.

As a starting point, we have implemented an integrated
system which covers face–to–face meetings as well as
synchronous and asynchronous work of group members
in different locations and, most important, seamless
transitions between these situations. The integrated
software allows that material created during a meeting
can be used as the basis for documents in subsequent
individual and/or cooperative editing processes. Vice
versa, documents created before or after a meeting can
be used in subsequent meetings. While there is no
problem in use and reuse of material in the various
stages, it is important to note that our software is also
adapted to critical conditions of the physical and social
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situation at hand. In the face–to–face meeting room
situation, for example, this software can be used on a
large interactive whiteboard and operated with a cordless
pen making use of our newly developed gesture
recognition functionality. Concurrently, members of
the group use mouse and keyboard of their personal
computers on the table when using the same software.
Furthermore, different social situations prompt different
types of material to be created. We account for this by
enabling the creation of handwritten scribblings and
informal structures which are more prominent in a
meeting as well as more formal structures for creating
comprehensive structured documents. But there is no
either or. We believe in and therefore facilitate
coexistence and smooth transformations of informal
and formal structures in all situations. When to use
what depends on the goals and work practices of the
group members which, of course, can change over time
during the overall process. For a more comprehensive
treatment of the role of informal vs. formal structures
see [11]

In order to turn our ideas into specific requirements for
building a prototype called DOLPHIN, we decided to
use a real-life situation of group meetings. Since our
institute is working in the general area of electronic and
multimedia publishing, we used meetings of the
editorial staff of an electronic multimedia newspaper,
produced at IPSI, as a test bed.

The paper is organized as follows. In section 2, we
share our observations of the editorial board meetings.
They serve as a starting point for the requirements of
DOLPHIN. In section 3, we describe the functionality
and the pen–based user–interface of DOLPHIN. This
includes the specification of the underlying "document"
model, describing which types of objects and
operations are handled by DOLPHIN. In section 4, we
present the system architecture for the cooperative
DOLPHIN integrating a LiveBoard with personal
computers. This includes also the realization of public
and private workspaces. In section 5, we address the
integration of additional participants in remote
locations, either as individuals at their desktop
workstation or as groups in a second meeting room.
Section 6 concludes the paper with a discussion of
DOLPHIN with respect to related research and our
plans for the future.

2 INVESTIGATING GROUP COOPERATION
AND REQUIREMENTS

Having introduced the general direction, we describe
now the origin of our requirements for the development
of DOLPHIN.  As mentioned above, we observed staff
meetings of the editorial board of the MultiMedia–
Forum (MM–Forum), an interactive hypermedia–based
electronic newspaper consisting of articles from
authors, calender of events, news from the scientific
community, new publications, trip reports, etc. We
studied the group's activities and interaction behavior
by observing and videotaping real meetings of this

group. The group size in the meetings varied between 5
to 9 persons. The people are primarily not computer
scientists. Our observations result from two kinds of
meetings: the majority in a room with no computer
support, and meetings in the CSCW lab which took
place subsequently. Due to the limited space in this
paper, we can report only a subset of our observations.

General observations. The whole process of organizing
and discussing the goal and the structure of the next
issue of the MM–Forum, asking contributors, creating
and editing content, preparing layouts, making
revisions, etc., is not done in one meeting but
distributed over a number of meetings and additional
activities between meetings. For example, there is no
actual writing and editing of content in the meeting.
During the meeting, the group plans an outline, the
contents of the new issue, and discusses current
problems, e.g., introducing a new software release.
Some activities such as brainstorming, action
planning, and decision making were not done
sequentially but  occurred in multiple combinations.
Throughout a meeting, members of the team are
assigned to work on tasks related to the outline or
additional problems to be solved.

Meetings without using computers. The person in
charge of it takes notes on paper of the whole meeting,
while other members note primarily only those points
which are relevant for themselves. The discussion refers
to new as well as to aspects previously brought up and
relies on the memory of the participants. In some
cases, the group does not refer back to previous ideas
and agenda items. Some seem to be accidentically
forgotten, others on purpose. The written notes contain
references for follow–up activities and function as
starting points in the next meeting. In some cases,
minutes focussing on the important issues of the
meeting are created afterwards in the office by the
person who chaired the meeting and are distributed to
the participants via e–mail. In some cases, people
bring printed e–mail to the meeting.

Meetings using a standard text editor on an electronic
whiteboard. The group met also in the CSCW lab.
Here, the plan was to obtain requirements identified by
the group members after they were introduced to basic
technology, i.e., not yet the system to be built. They
were provided with a large electronic computer–based
display (we used a Xerox LiveBoard1) but without any
dedicated meeting support software, as e.g. Tivoli [21].
The group used only their standard text editor which
was operated by a scribe using a keyboard from a

1. The LiveBoard [6], developed at Xerox PARC,
is a directly interactive, large–area display (which can
be operated with a cordless stylus but also with mouse
and keyboard) for creating and manipulating
information visible to all participants in a meeting
room.
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distance while sitting at the table about 1.5 m (5 feet)
away from the LiveBoard. The group created an outline
of the next issue visible to all participants. The scribe
got many instructions in terms of which content to
note, which words to use including corrections of
spelling errors but also on how to organize it (depth of
indentation, etc.) and requests to reorganize the
evolving structure. It was observed that in most cases
the discussion stopped while everybody waited until the
typing/editing on the public screen was finished. There
were also indications to replace the scribe temporarily
("let me do it") in order to contribute an idea not by
telling the scribe but by typing it. The focus of
attention of the group was clearly on the public
display. In addition, members of the team took private
notes on paper. During part of the meeting, the large
display was also used to show parts of the current issue
of the MM–Forum for discussion.

Requirements. The group liked the possibility to create
and edit the outline structure visible to everybody and
to store it as a file for subsequent processing (editing,
sending by e–mail). But they expressed a need that the
large display could be also used similar to a traditional
whiteboard allowing free hand drawings and scribbles
on the free space or as annotations to the structure.
Since task assignments were dependent on the different
topics of the outline, the group required that they are
able to link organisational and content information to
the outline. All information resulting from the meeting
(outline, public and private notes, etc.) should also be
able to be produced in electronic form with only one
tool and it should be possible to reuse the information.
All members of the team should be able to access and
write on the public large display from their place at the
table. In addition, they wanted to have access to their
private archive containing notes and prepared parts of
the next issue's content and be able to share this
information with the other people in the room. This
implies that each member is provided with a  personal
computer networked to the public display. It should be
possible to work with this computer in such a way that
the other members do not see what they are doing
(similar to private notes on paper). Furthermore, they
expressed the wish to go beyond the physical
boundaries of the meeting room, saying that it would
be nice to be able to connect to a member of the team
who was ill at home or to connect to someone in the
adjacent building who initially had not planned to
attend the meeting  in order to clarify a specific aspect
of the next issue. This person should be able to show
items created on the computer to the meeting, to see
the content on the large display, and to talk with the
people in the meeting room.

The requirements based on the observations were
complemented by our own experience from project
management meetings as well as by looking at deficits
identified by previous research (see section 6). We
concluded from a process point of view that we have to
support a wide range of activities. This includes

addressing facilitation support for general group
interactions as well as specific discussion and
argumentation processes in groups. Central to all of
this is the creation of content in various forms: from
agendas, outlines, ideas, and notes to work plans and
full-size structured documents. In addition, we have to
focus on possibilities of sharing information within
the meeting and with remote participants. Other aspects
are related to the concept of providing private as well as
public work spaces, an idea also proposed in the CoLab
project [25]. For remote participants, we have to
include data communication as well as audio and video
communication links from and to the meeting room.
In the following sections, we describe the
implementation of DOLPHIN with respect to our
hardware and software environment explaining the
stepwise extension of the functionality, specific
solutions for the user–interface, and our solutions for
addressing the connectivity problems.

3 FUNCTIONALITY AND APPLICATION
SCENARIOS OF DOLPHIN

The basic scenario of DOLPHIN assumes a group of
meeting participants sitting around a table and a large
interactive display in front of them. But the goal and
the functionality of DOLPHIN is not restricted to this
setting. The current implementation of DOLPHIN
supports the following four application scenarios (see
also figure 1). It can be used

1. as a pen–based single user system on a LiveBoard

2. as a multi–user application shared between the
LiveBoard and a number of local networked personal
computers situated in the meeting room, e.g., on the
table. (see left side of fig. 1)

3. as a multi–user application shared between the
LiveBoard, the local networked computers, and
remote desktop–based workstations connected by
Ethernet and/or FDDI  (see "external partner" in
lower right side of fig. 1)

4. as a multi–user application shared between one
meeting room and a corresponding setup of
LiveBoard and computers in a second  meeting room.
(see upper right side of fig. 1)

In order to support this range of application scenarios
which, of course, includes also the combinations of
them, we had to address the following issues:
- content and structure of information  used in meetings
- interaction  modes on large interactive displays
- connectivity between public display and local
   computers
- connectivity between meeting room and remote
participants/ remote meeting room

To provide as much freedom as possible to create
different types of information/ documents on the one
hand and to create explicit relationships between them
and between parts of them, we adopted a general
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Figure 1: Range of application scenarios currently supported by DOLPHIN

hypermedia approach. This implies that all objects and
relationships are realized as hypermedia objects and
links with varying degrees of complexity (e.g., layered
and embedded composite objects) as well as multimedia
content of all objects. The resulting document model of
DOLPHIN is described in the next section. At the same
time, we consider hypermedia  not only as a way of
representing the subject matter of cooperation but also
as a medium for cooperation and coordination [26]
using, e.g., different types of annotations, clustering of
objects in correspondence with task, domain, or group
characteristics.
In order to implement and test our ideas it was
necessary to have the appropriate equipment available.
We are using two SUN–based Xerox LiveBoards [6] in
order  to realize interactive electronic whiteboards. One
should note, that there is an application for the
LiveBoard called Tivoli [21] which was created at
Xerox PARC. For a discussion of Tivoli with respect
to DOLPHIN see section 6. In order to provide the
group members with computers, we currently use SUN
SPARCstations and compatible SPARCbooks.

3 . 1 Document Model of DOLPHIN
As described in section 2, facilitating cooperation and
communication in groups with a meeting support
system requires that it provides objects and operations
that allow users to express their ideas, plan further
actions, discuss them, incorporate existing material,
etc. Taking into account that different tasks and phases
in the meeting process require different kinds of
information objects and structures leads to the
definition of a corresponding set of objects and

operations for creating these structures. Our approach is
that DOLPHIN needs to provide:

♦ Nodes. A node may be described as an object
consisting of other objects. Its content may be
displayed as a drawing area presenting other objects.
In DOLPHIN, the content of a node may be viewed
as a complete page (i.e., drawing area). Nodes
present themselves as distinguished items on a
drawing area (e.g., a boxed item).

♦ Content of Nodes. Nodes always have a compound
content (i.e., another drawing area). It may present
nodes, links, scribbles, text, and images
concurrently. The content of a node is displayed in
the open DOLPHIN window (i.e., replacing the old
content).

♦ Links. A link connects nodes as part of the content
of another node. These nodes can exist on the same
or on different drawing areas. Links present
themselves as arrows with a handle.

♦ Scribble. A scribble is some writing or drawing.
Scribbles may have multiple forms: (handwritten)
text, exclamation marks, figures like boxes, circles,
arrows, tables, etc.

♦ Text. A text is an ASCII text object placed on a
page. It can be imported from outside DOLPHIN
and can be edited.

♦ Image. An image is a pixmap drawing object placed
on a page. It can be imported from outside
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Figure 2: Screen dump of DOLPHIN´s public workspace
displayed on the LiveBoard

DOLPHIN and can also be edited (if DOLPHIN
provides the appropriate editor).

Examples of the different object types will be shown in
figures 2,3, and 4. Material used in a meeting can be
represented as scribbles, text or image items. Thus,
users can create composite drawings composed of
handwriting, typed text, imported graphics and images.
In this respect, DOLPHIN functions like an electronic
object–oriented whiteboard. Nodes can be viewed as
aggregations clustering other objects. They can be used
to organize material presented or constructed in a
meeting. Links can be used to express relationships
between nodes contained in nodes. Together with the
concept of a node they enable users to organize their
material in multiple hierarchical structures using nested
nodes or folders, and to relate nodes by using links.
Together with operations for creating, deleting, editing,
selecting and moving objects, these objects facilitate
the flexible construction of a wide range of compound
information structures. The emerging structure can be
regarded as a document organized by nodes and links
where nodes carry information items.

These objects are mapped on a hypermedia data model
provided by an underlying hypermedia engine. Nodes
and links are realized as hypermedia nodes and links.
Hypermedia nodes carry a composite content containing
references to other nodes and links as well as to atomic
content objects like text, images and scribbles. Each
content object includes the atomic content and
additional presentation attributes (e.g., size, color,
position). This way, a DOLPHIN document can be
described as a nested hypermedia document. The top
level of this hyperdocument is a node representing the
top level drawing area (page). Here, users can create
further nodes providing new drawing areas (pages).
Note that the resulting hyperdocument structure is not
restricted to hierarchical organizations. Including the
same node in the content of multiple nodes may result
in non–hierarchical network structures.

These objects enable users to compose documents
consisting of scribbles, text and image content and to
use hypertext structures to organize their documents.

3 . 2 Public Workspace

DOLPHIN supports the concept of public as well as
private workspaces (see section 4.1). In a meeting,
DOLPHIN's public workspace which is displayed on
the LiveBoard assumes the role of an interactive
electronic whiteboard but it provides additional
functionality. The public workspace is the arena for
creating, manipulating and displaying documents (as
defined in the previous section). Typically, the public
workspace is operated by a participant walking up to
the LiveBoard. We call it "public" because it is visible
to all participants of the meeting and, in principle, each
participant can walk up and work there. Different ways
of interacting with it are described in the next section.

In order to discuss the functionality of DOLPHIN's
public workspace, we use an example taken from the
scenario of the  editorial meeting for the MM–Forum.
Figure 2 shows a screen dump (printed grey scale) of
the color display on the LiveBoard during such a
meeting. One can see that different types of objects
have been created when discussing the next issue of the
MM–Forum. On the top in figure 2, the text object
“JANUARY ISSUE" indicates the overall topic of the
meeting. There are three subtopics contributing to it.

Each subtopic is represented by a node (with light grey
background), two of them have titles which were
created using a keyboard while one has a handwritten
title. The node “WWW Workshop (III)" deals with the
third part of a sequence of articles on the World Wide
Web. The node “next issue" is a folder for items which
are not dealt with in this January issue. The node with
the handwriting “server breakdown" was created on the
fly to put a technical problem with the MM–Forum
server on the agenda of this meeting. Several
handwritten items (“staff news", “InterCHI'93" and
“page layout") denote additional topics which were
created on the LiveBoard during the meeting. They are
still objects of type “scribbles". While discussing the
new page layout of the MM–Forum one participant
drew a schematic view of  the proposed layout. This
drawing was subsequently annotated during the
discussion by other scribbles (lines, exclamation mark)
pointing to important elements (see also the picture of
the meeting situation in figure 3).

As can be seen from figure 2, a public workspace in
DOLPHIN may contain different types of objects (e.g.,
nodes, scribbles, and text items) in parallel. In this
phase of the meeting, participants did not yet use links
or images but they used nodes to structure and organize
the meeting. Each node was used to capture another
(sub)topic. We consider the combination of these
objects a 'document'. In this case, the emerging
document contains rather informal information
structures. A later stage of the meeting will be
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presented in section 4.2, where other object types
including links and more formal structures were used.
Thus, the DOLPHIN public workspace offers more
than a standard electronic whiteboard. As the meeting
proceeds, participants can edit the document in various
ways according to their needs. For example, they may
start with the topic of the meeting, build agendas, keep
notes of (sub)discussions, capture decisions,
incorporate information from previous meetings or
external sources, and reorganize the structure of the
document. The resulting document captures the
essentials of the meeting as they evolved.

3.3 Pen–based User–Interface for
  LiveBoards

Although the DOLPHIN software supports various
kinds of computer platforms, the LiveBoard plays an
essential and special role in the meeting scenarios we
want to support. The LiveBoard is not only the focus
of attention in terms of presenting information but it
also offers functionality for interacting with these data
on a huge display. Furthermore, it is the only pen–
based device we currently use in our meeting
environment. In a next phase, we intend to use also
pen-based notebook computers.

Designing a user–interface for LiveBoard displays. We
think that it is important to develop first a user
interface concept for LiveBoard users and then look at
how this concept has to be modified so that DOLPHIN
is also easy to use with a mouse and keyboard on
workstations and notebooks. This approach is based on
our experience that a straight transfer of GUI elements
which are standard for workstations to an electronic
whiteboard / LiveBoard  causes a lot of problems
especially when aiming at fast and efficient use in an
everyday work context.

Large display. One of the most obvious aspects is the
short distance users normally have to the huge display
with a diagonal of about 167 cm (66 inches). To
illustrate the effect for workstation users, they may
come so close to their screen that their nose is nearly
touching it. The LiveBoard is able to fill one's visual
field and at a relatively close distance it is not easy to
see the whole picture. While users may scan other
displays simply by eye movements they now have to
move their head or even step back. In general, working
at a LiveBoard is much more physical work than at a
workstation. The design of DOLPHIN had to minimize
these fatiguing actions.

Users. Another effect of the huge display is closely
related to the users' physical characteristics. Where to
place the GUI elements on the display area so that they
are always easy to access depends on the users' height,
the length of their arms, and whether they are left
handers or right handers.

Role of pen input. In the early stages, most DOLPHIN
documents start as a collection of scribbles. In analogy

to a traditional whiteboard, scribbles are very easily
produced with cordless pens. Compared with keyboard
input, scribbles are not restricted to standard text
formats. Scribbles may also be a more or less complex
drawing or markers indicating important aspects in the
flow of discussion captured with handwritten notes
(examples are shown in figure 2 and 3).

Role of gestures. As a consequence of the above
considerations, we decided that  gestures have to play
an important role in the interaction style of using
DOLPHIN with pen–based systems. Although not
everything is supposed to be handled by gestures - we
are aware of the cognitive overhead when the number of
gestures increases - most frequently used functions are
realized that way. In contrast to other applications
(e.g.,Tivoli [21]), we tried to avoid any kind of special
gesture mode. Therefore, we do not use the three
buttons on the cordless pens delivered with the
LiveBoard. For the mouse driven platforms there are
still alternatives like pop–up menus.

The current version of DOLPHIN supports the
recognition of gestures for the following operations:

- creation of nodes:  freehand "drawing" of a rectangle-
like shape around a scribble object results in the
creation of a box (with grey background) around the
scribble. We call this a “boxing gesture". Scribbles
themselves are simple created by “writing" on the
display.

- creation of links between two  nodes is done by
drawing a stroke from the edge of one node into the
display area of the other node.

- opening nodes:  showing the content of the node, i.e.,
the corresponding page, is done by drawing a stroke
from outside of the node into its display area.

- moving nodes is done by pressing the pen inside the
display area of the object (selection) and dragging it
to another location.

- rearranging  links  is done by pressing the pen on the
link handle and dragging it to a new location/ the
link in a new position ( e.g., resulting in a curved
link line).

- moving scribbles is done by first selecting the area of
the scribble (or a group of scribbles) with a gesture
of drawing a circle around them which results in
highlighting them. Then, the selected scribbles are
moved by dragging them to the new position.

- deleting objects is done by using a pig tail gesture
over the object's display area.

To be able to create rectangle-shaped objects only as
scribbles one has to interrupt the continuous drawing
movement and continue with at least one more stroke.
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Figure 3: Physical setting of the DOLPHIN meeting room.

This way, it is not a single-stroke movement and
therefore not interpreted as a boxing gesture creating a
node object. In order to create nested/multilevel
structures one moves objects into an existing node by
selecting and dragging them onto it. This transforms
the node into a folder node with compound content.
Opening a folder (with the "opening node" gesture)
results in displaying its content. So far, we tried to
avoid a multiwindow application on the LiveBoard to
minimize window sizing and moving activities.

4 ACCESS TO PUBLIC AND PRIVATE
WORKSPACES VIA PERSONAL
COMPUTERS IN THE MEETING

Our experiences showed that all participants want to
and should have direct access to the public workspace
on the LiveBoard. In order to facilitate this interaction
with the LiveBoard while still sitting at the table, we
provide personal computers (connected with the
LiveBoard) to the participants. They are mounted in the
meeting room table in such a way that each participant
can see and interact with it in a comfortable way while
still being able to see and talk to the other participants
across the table. The LiveBoard is placed in front of the
meeting room table. The resulting physical setting is
shown in the picture of figure 3.  Note that the use of
workstations and monitors is a first approximation to
the intended final realization. They will be replaced by

flat notebook computers as indicated in figure 1. The
presentation of the public work space not only on the
Liveboard but also on the personal computers is
following the WYSIWIS (What You See Is What I
See) principle, e.g. proposed by [25]. There is also a
second reason for the provision of personal computers
to group members. They enable each member to work
in parallel in a “private workspace" (similar to taking
individual notes on paper,  looking at documents
brought to the meeting, etc.).

In the following three subsections we discuss, first,
public and private workspaces and their integration,
second, the coexistence of informal and formal
information structures in DOLPHIN-documents, and
finally, DOLPHIN's system architecture and
implementation.

4 . 1 Public and Private Workspaces

Figure 4 shows a screen dump taken from the personal
computer of a participant in the meeting. The upper
left window displays DOLPHIN's public workspace and
is identical to the view presented on the Liveboard at
the same time. Meeting participants have their own
instance of the public workspace on their personal
computers. These instances are coupled and enable each
participant to interact with and contribute to the public
workspace. The names of the participants (e.g.,
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Figure 4: Screen dump showing public and private workspaces on a personal computer

“ockenfeld, gabelb, suellow" in fig. 4) who joined the
public space are listed in the current users list at the
top of this window. Each participant can create and/or
modify objects in the public workspace. These changes
are immediately reflected in every other coupled
instance according to the WYSIWIS functionality. For
example, a text annotation was added to a node created
by another person (e.g. in figure 4, the comment "not
yet finished" above the "position" node with the title
"Ingrid's design").

The lower right window in figure 4 belongs to a
private workspace of the corresponding user of this
personal computer. It provides the same editing
capability as the public space of DOLPHIN but it is
only visible to this user and ensures privacy. Here,
participants can create their private notes, plans, or
proposals. Since private and public spaces are realized
using the same technology, objects can be copied or
moved between private and public spaces without any

transformation required from the user. Once an
infomation structure is copied into the public
workspace it is visible to all meeting participants.
Since DOLPHIN supports virtual copies (i.e., instead
of duplicating objects only references to the original
object are copied), objects can be shared between
workspaces. Changes performed on an object are
automatically propagated to all referencing workspaces
and subsequently be made visible to their users.

In addition, meeting participants can use these
computers to access their personal computing
environment as on their desktops in their offices. This
includes access to information sources and tools (e.g.,
calendar manager, mailtool, archive, etc). Thus,
traditional problems of missing necessary information
in a meeting can be reduced or avoided. But it also
allows to act in parallel to the current meeting. In
figure 4, the user started to write an e–mail message to
“Reichenberger" as a response to a private idea noted in
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the private space (“involve Reichenberger").

4.2   Coexistence of Informal and Formal
    Structures

During meetings, participants may create informal as
well as formal structures. For example, the structures
created in the meeting situation described earlier and
shown in figure 2 (see section 3.2) can be characterized
as rather informal structures consisting of handwritten
topics, drawings, and some unrelated nodes. Figure 4
refers to a later stage of the meeting. In the public
workspace, participants created additional objects, e.g.,
with graphics content (see the selected node "Klaus'
proposal" and the window left to it displaying its
content, i.e. the design of the MM–Forum front page).
Beyond this, formal structures can be used to organize
the discussion. This can be achieved by importing
SEPIA documents [27] with a simple copy operation.
Vice versa, informal structures created in DOLPHIN
can be copied to SEPIA, where they can be transformed
into more formal structures. This can  happen either
during the meeting or in subsequent post-meeting
activities. Again, these structures can then be reused in
DOLPHIN by copying them from SEPIA. The
example in fig. 4 shows the use of an IBIS structure
[3]. This is a method of organizing information into
"issues", "positions", etc. The node "page layout"
originally created as a scribbling in DOLPHIN and then
turned into a node with a gesture was copied to SEPIA.
There, it was transformed into a node of type2  "issue"
and connected to two subissues "keep old" and "create
new" using links of type "serve". For the subissue
"create new", there are also two positions: "Klaus'
proposal" and "Ingrid's design". These position nodes
are connected to the issue node by using links of type
"answer". After creating this structure in SEPIA (e.g.,
before or in parallel to the meeting), it was copied
again in DOLHIN's public space and presented to
everybody. Thus, the previously informal structure was
elaborated and transformed into a more formal structure.

As figure 4 shows, meeting participants can use formal
(typed nodes and links) as well as informal (untyped
nodes and links, handwriting/drawing, text, and images)
objects at the same time. DOLPHIN's ability to
support this coexistence and transformation of informal
and formal structures provides the flexibility required
by different meeting situations and phases and enables
also the integration of previously created material. A
more elaborate discussion of the requirements for
"flexible" hypermedia systems is described in [11].

Thus, documents of very different character can emerge
during meetings depending on the stage of the overall

2.  It is important to note that in this context "typed"
is used in the sense of object types (hypermedia node
and link types) and not to be confused with typed vs.
handwritten titles of nodes.

process. Allowing users to use prepared documents by
importing and exporting standard text and image files
and even hypermedia documents in private or public
workspaces during the meeting creates an open
environment that facilitates the integration of external
information sources. For example, importing SEPIA
hyperdocuments offers the possibility to use more
formal structures. Providing this functionality is in
line with the current discussion in the scientific and
user community which is arguing for open hypermedia
systems.

4 . 3 System Architecture

DOLPHIN utilizes a client–server architecture (see
figure 5) to allow multiple distributed clients to share
common hypermedia objects stored in the cooperative
hypermedia engine server. Each DOLPHIN client
consists of

♦ a Cooperative Hypermedia Engine Client providing
parallel access to a shared hypermedia object
database,

♦ a HyperMedia Object (HMO) Cache containing the
objects currently used by the clients,

♦ a Session Client synchronizing the cooperating
tools while working on shared objects,

♦ the cooperative DOLPHIN Editor providing editing
and "group awareness" functionality of the public
workspace,

♦ the Presentation and Gesture Recognition layer of
the Liveboard–DOLPHIN client responsible for the
graphical presentation of hypermedia objects and
persistent scribbles. The gesture recognition parses
each pen input for possible gestures. If a gesture is
detected the corresponding operation is executed by
the editor. Otherwise, the input is interpreted as a
scribble and the corresponding strokes are created an
displayed in the editor.

♦ the Session Server broadcasting the events received
from session clients to any other connected session
client using the network. Examples for those events
are the creation and modification of scribbles or the
moving of objects. These events must be
distributed fast enough to ensure WYSIWIS
properties.

♦ the Cooperative Hypermedia Engine Server
providing a multi–user persistent storage for
hypermedia objects, concurrent access and
synchronized update functionality ensuring
consistent Hypermedia Object Caches among all
connected Clients.
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Figure 5: System Architecture of DOLPHIN

Each workstation runs a workstation–DOLPHIN client
that differs from the Liveboard version with respect to

♦ the replacement of the pen–based interface by a
mouse–based Input Controller, and

♦ the integration of SEPIA's Activity Space Editors
that allow the presentation and manipulation of
private hyperdocuments. The Activity Space Editors
constitute one part of the private workspace of users
at their workstations. Since private and public
hypermedia objects are stored in compatible
hypermedia engine databases, objects can be copied
or used in DOLPHIN as well as in SEPIA. To
accomodate for the unstructured and untyped objects
created in DOLPHIN and the typed hypermedia
objects created in SEPIA, we realized a type
transformation functionality in SEPIA's Activity
Space Browsers.

It is important to note that the DOLPHIN approach is
not limited to co–located cooperation scenarios but
covers a wide range as we will show in the next
section.

5 CONNECTING THE MEETING ROOM WITH
EXTERNAL PARTICIPANTS

A meeting in a large distributed organization may
require the attendance of participants from different sites
for a certain period of time. Computer–supported
meeting rooms can also be seen as a means for
enabling remote participation of individuals or
subgroups at remote sites. A prerequisite for remote
collaboration in meetings is access to the shared public
workspace, shared views on common documents, and
the availability of additional synchronous
communication channels (i.e., audio and video

communication). Two situations can be distinguished
discussed already in the introduction and also presented
in figure 1: first, adding remote participants to a
meeting held in one meeting room and, second,
coupling two or more meeting rooms. For the first
situation, we use the term "desktop–based remote
collaboration" because the remote participants'
computerized workplace on the desktop  is connected to
the meeting room environment. We call the second
situation "Tele–Meeting Rooms" or "Virtual
Meetings".

5 . 1 Desktop–based remote collaboration

Adding a remote participant to a meeting room using
DOLPHIN requires the remote participant to run an
instance of DOLPHIN that is connected to the
cooperative hypermedia engine server used in the
meeting. This facilitates the sharing of objects, the
provision of "group awareness", and the
synchronization of the different workspaces. We use
Ethernet and FDDI networks for connecting remote
participants to the meeting room. To allow verbal
discussions and visual presence of high quality
between the co–located and the remote participants, an
additional audio/video communication channel is
needed. In our lab, we currently use the German
broadband communication network (VBN) of the
German Telekom with 140 Mbit/s which allows high
quality, real time, non–compressed, full screen video
communication. The VBN network connects more than
400 sites all over Germany. VBN is also the basis for
the first tests of the POLIKOM projects [13] which
aim at providing telecooperation and telepresence for
the German government being distributed between
Bonn and Berlin, the latter being the new capital of
Germany. In the case of several remote participants at
the same time, a single point–to–point video
communication is not sufficient. Instead, multicast
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protocols and ATM network technology have to be
used to establish multilateral communication.

5.2 Tele–Meeting Rooms: Connecting two
distributed Meeting Rooms

In principle, coupling two meeting rooms is based on
the same approach as adding remote participants but it
implies also some new problems. With respect to the
meeting support software, we are using an inhouse
Ethernet to couple two LiveBoards running Liveboard–
DOLPHIN clients and up to eight Workstation-
DOLPHIN clients in the two meeting rooms. All
DOLPHIN clients are connected to a common
cooperative hypermedia engine server. With respect to
the additional communication between the two groups
in dislocated rooms, audio and video communication
channels are provided. These channels are primarily
used by the persons in front of and operating the
LiveBoards, e.g., to comment on a contribution
displayed on the public workspace and / or to provide
additional explanations. But connecting two rooms
with respect to audio and video communication raises
interesting problems, esp. when one wants to go
beyond one microphone, one camera, and one video
monitor in each room. Realization of direction hearing
and establishing eye contact between the members in
and between dislocated groups are new challenges. (see
also the related discussion of multiparty
videoconferencing in the context of the Hydra system
[24]). The problems are mainly due to limitation of the
technology currently available. Of course, one would
like to exploit more information about the location of
each group member in the room. In addition,
multipoint communication would allow participants to
contribute to the discussion directly from their personal
workstations as well.

6   DISCUSSION

6 . 1 Comparison with Related Research

This section is organized according to the different
characteristics and usages of DOLPHIN as they were
introduced in section 3. Due to the focus of this paper,
we do not discuss here the audio/video communication
aspects of distributed remote collaboration (e.g., media
spaces [2] [7] [17]) although the DOLPHIN system is
coupled with audio and video links to the remote
locations.

First, we compare it to other tools running on a
LiveBoard, i.e. Tivoli. Tivoli [21] is a stroke–based
drawing tool. It provides whiteboard–like functionality,
with an added flip–chart capability to handle multiple
sheets that can be printed or saved for later use. Tivoli's
user–interface is based on separate modes: drawing
mode and gesture mode. Gestures can be used to select,
move and delete (groups of) strokes and to place a text
input field on a sheet. Additional buttons allow for
copy–paste, coloring, mode control, and navigation
between sheets. DOLPHIN provides not only text and

strokes but also images and hypermedia nodes and
links. Instead of a linear sequence of sheets users can
organize their "document" as a network structure using
hypermedia nodes and links. DOLPHIN's user–interface
is also gesture–based but it operates in a single mode
allowing hand writing and gesturing without requiring
to switch modes.

Second, we compare DOLPHIN with groupware used
in face–to–face meetings where networked computers
are used by the participants. Examples of such
configurations are Group Systems [19], CoLab
[25][28, ShrEdit [18][20], We-Met [30], and Project
Nick [4][22]. Group Systems [19] provides networked
computers with different tools for different meeting
tasks (e.g. voting). The meeting software needs to be
configured before the meeting starts. Depending on this
configuration, participants may have to follow a
predefined procedure and organization of the group
process which allows less room for informal
interactions and ways of capturing  them. The user–
interface for the meeting tools is based on
text/keyboard input. No connection to a publicly
available interactive workspace or display is supported.

CoLab [25] provided workstations for each participant
and a public display. However, this display was
operated from a distance based on input using a separate
mouse and keyboard.  Participants could not interact
with it directly. A prominent tool in CoLab was
Cognoter [28] for the support of brainstorming. It is
also based on text and mouse input. It provided
WYSIWIS and introduced the notion of private and
public workspaces. ShrEdit [18] is a collaborative text
editor used in a face–to–face meeting room where
participants work concurrently on text documents.
Synchronization of their efforts is achieved by direct
verbal communication between the group members.
We-Met [30] is described as a pen-based shared drawing
tool running on workstations with an attached
LCD/digitizing tablet over a local area network. It can
be used in face-to-face meetings as well as in remote
meetings. A study conducted with We-Met identified
the need for private areas. Users compensated this
deficit by scrolling to areas not curently used by
somebody else. This was possible because scrolling of
the drawing area by the group members was
independent. But this lack of suport  for WYSIWIS
caused also a number of problems  coordinating the
views of the group members.

The Nick experiments [22] dealt with three different
meeting environments: no computer support at all,
networked workstations only, and an electronic
blackboard only. As one can see, this covers only one
aspect at a time and is lacking the necessary integration
of tools and scenarios.

DOLPHIN does not need to be configured and does not
prescribe a specific procedure or organization of the
meeting. It provides a pen–based and gesture–driven
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interface to an interactive public workspace that can be
manipulated by any participant from any place and at
any time. Using separate and well identified public and
private workspaces on their personal workstations,
participants are able to engage in collaborative work as
well as to take private notes and to access private data
in parallel. These can be made available to the other
participants by copying them into the public space
whenever wanted. In particular, it employs a general
hypermedia document model allowing network
structuring of information thus going beyond
traditional text–based editors.

Third, we compare DOLPHIN to shared editing
systems where participants are in remote locations.
Examples include text–based systems like GROVE [5]
and SASSE [1] as well as shared drawing tools like
WSCRAWL [12], GroupSketch [8], CaveDraw [16]
and TeamWorkstation/ClearBoard [14][15], and
hypertext–based tools as rIBIS [23].

The GROVE group text editor [5] uses local editors and
replicated documents together with a central coordinator
serializing all editing operations. DOLPHIN is geared
towards creating and editing hyperdocuments as a
medium of cooperation. Synchronization is done using
transactions and locking of objects in the database.
Instead of broadcasting operations which are difficult to
sequentialize, DOLPHIN broadcasts u p d a t e
notifications which need not be sequentialized by the
clients. SASSE [1] is a collaborative writing tool. It is
intended to be used for text processing on distributed
workstations. It does not provide support for informal
structures or for hypermedia structures. Shared drawing
tools usually provide bitmap–based (WSCRAWL,
ClearBoard) or object–oriented concurrent drawing
functionality (CaveDraw, GroupSketch). Layers are
used to partition the drawing into personal parts
(CaveDraw). DOLPHIN integrates different media
within a node (page) and supports the organization of
the document using nodes and links. The rIBIS system
[23] is based on a central server architecture providing
one tightly coupled session per hyperdocument and
supporting only one "group mouse" within a session.
People have to take turns in using the group  mouse.
DOLPHIN is implemented following the replicated
architecture approach providing multiple sessions per
hyperdocument/ workspace and supporting a private/
personal mouse for each participant as well as
telepointers. It is a fully group aware application.

As one can see from this comparison, DOLPHIN
provides a unique combination of several
characteristics. It combines public workspaces on the
LiveBoard with public and private workspaces on
personal workstations, allows concurrent editing of
public workspaces, supports the organization of
meeting documents by hypertext structures, and it
facilitates the coupling with remote participants and
remote meeting rooms.

6 . 2 Plans for the Future

There are a number of avenues to follow from this
starting point. One of our projects is the development
of automatic support for the creation of "hypermedia
minutes" for meetings which include fully digital
audio/video information linked to parts (nodes) of the
(hyper)document produced in a meeting. Providing
subsequent interactive access to the minutes, users will
not only be able to replay complete meetings (useful
for group members who were not present) but also
search specific parts of the meeting, finding those
points of the discussion which are of high interest for
them. They will be able to stop the replay at any time
to see what the current document structure looked like
or they may select a node in the structure and have the
system show all contributions which are relevant to it,
e.g., verbal discussions which were not reflected in the
document structure because they were not written
down. During the meeting, participants will be able to
set markers inside the minutes on–line, so that they
can go back to this point (after the meeting) because
there is no time at the moment to go into detail or to
make post-hoc personal annotations. It will also
provide means to construct new perspectives on the
issues discussed in the meeting by not being restricted
to the organization of information caused by the linear
time line of events during the meeting.

Addressing another direction, the next version of
DOLPHIN will emphasize much more pen–based
interaction than the current prototype does. For the
moment, we focused on the LiveBoard as the main
device with pen–input, but we want to support penpads
and/or personal digital assistants (PDAs) as a further
step towards contributing to the idea of ubiquitous
computing [29].

DOLPHIN will be a multi–platform computational
meeting environment with an emphasis on pen–input
but it will not ignore traditional ways of interactive
computing. In such an environment, the user interface
plays a very important role because in terms of
consistency it has to take into account different input
methods. Some users prefer keyboards because they are
able to touch–type very fast. Others prefer to use pens
on paper, and now on a notepad.  But people working
with a notepad should not have to think about another
interface metaphor when they also use the LiveBoard
and pen–users should not have problems to work with
the workstation version of DOLPHIN, although
workstation users should not miss the interaction
elements they are familiar with. That is why we are
currently developing a new user interface style suitable
both for mouse/keyboard driven and pen–based
systems. Of course, these are issues which are part of a
general debate on interactive environments with
heterogenous devices but it becomes a very urgent
issue in our context.
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Furthermore, we have to test our current document
model if it can be generalized to other types of
meetings, any kinds of annotations and how it should
be extended to include aspects resulting from workflow
management functionality. Within this context,
another relevant aspect of cooperative work has to be
addressed: the problem of creating and managing
different versions of documents. We will integrate a
versioning component into DOLPHIN by exploiting
the existing version support CoVer [10] which was
initially built for the SEPIA system.

From a more global perspektive, we are in the process
of conceptualizing the notion of "meetings" in a new
way. Since meetings require the reuse of documents and
decisions in subsequent activities (pre-/in-/post meeting
lifecycle) [26], it is useful that users can transform
(parts of) DOLPHIN documents in their regular work
environment. SEPIA's capabilities of supporting
synchronous as well as asynchronous work in
distributed, dislocated groups [12][27] provides teams
which were, for example, established during a face-to-
face meeting with the possibiliy of continuing to work
after the meeting irrespective of "when" and "where"
this should take place. It is this tight integration that
blurs the traditional border between traditional meetings
with their locations and the multitude of individual
workplaces providing a first step towards distributed
"virtual meetings" in a very general sense.
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